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Abstract We propose and analyze an asynchronously parallel optimization algorithm
for finding multiple, high-quality minima of nonlinear optimization problems. Our
multistart algorithm considers all previously evaluated points when determiningwhere
to start or continue a local optimization run. Theoretical results show that when there
are finitely many minima, the algorithm almost surely starts a finite number of local
optimization runs and identifies everyminimum.The algorithm is applicable to general
optimization settings, but our numerical results focus on the case when derivatives are
unavailable. In numerical tests, a Python implementation of the algorithm is shown
to yield good approximations of many minima (including a global minimum), and this
ability is shown to scale well with additional resources. Our implementation’s time
to solution is shown also to scale well even when the time to perform the function
evaluation is highly variable. An implementation of the algorithm is available in the
libEnsemble library at https://github.com/Libensemble/libensemble.
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304 J. Larson, S. M. Wild

1 Introduction

This paper addresses the problem of finding high-quality minima of

minimize
x∈Rn

f (x)

subject to: x ∈ D,
(1)

when D is compact, concurrent evaluations of f are possible, and relatively little is
known about f a priori.We consider the case where the number of possible concurrent
evaluations c is small, for example, when each evaluation of f requires a significant
amount of computational resources. In this paper, we propose and analyze the theo-
retical and practical characteristics of an algorithm for finding high-quality minima of
(1), even when derivatives of f are unavailable. Although an algorithm’s best-found
local minimum provides an obvious approximation of the global minimizer of (1), we
differentiate the task of findingmultiple high-quality minima from that of approximate
global optimization.

In many applications analyzing nonglobal minima has value. In physics, for exam-
ple, the variousminimizers of a potential energy surface correspond to different ground
and excited states; in chemistry, different dimer structures can be found by examin-
ing minimizers from a geometry optimization problem [4]. In this paper, we consider
high-quality minima to be those minima with lowest function values; however, high-
quality can refer to more than just function value. For example, a problem may have
local minima that need to be compared by using criteria not known at the time of
optimization or criteria that are less quantifiable, such as computational architects
who “are not necessarily interested in finding the single most optimal design…but
rather are interested in being able to visualize and evaluate a range of well-performing
solutions” [3].

In this paper, we present an asynchronously parallel multistart algorithm for finding
local minima of a nonlinear optimization problem with a compact domain D . The
algorithm samples the domain D and starts local optimization runs from promising
points. The sampling is necessarywhen one cannotmake additional assumptions about
the function f [30]. Because we view local optimization as presenting a significant
sequential expense that typically cannot be mitigated by increased concurrency, the
algorithm seeks to minimize the number of local optimization runs performed. Ideally,
eachminimumwill be identified by a single local optimization run.We prove in Sect. 3
that, under certain assumptions, the algorithm almost surely identifies all minima for
(1) while starting only a finite number of local optimization runs. Since many local
optimization methods converge only asymptotically, we consider a minimum to be
identified if it has been computed exactly or if a local optimization run is converging
asymptotically to it.

The development of the algorithm ismotivated by twoobservations.Wefirst observe
that most local optimization methods do not efficiently utilize concurrent function
evaluations. That said, we want to use state-of-the-art (sequential) local optimization
methods because many are designed to handle inexact derivative information, exploit
problem structure, and are robust to noise and stochasticity. The second observation
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Asynchronously parallel optimization solver 305

is that many heuristics either do not scale well in their time to solution when given
additional resources or performpoorlywith few resources. (Note that randomsampling
usually performs poorly with few resources, but its performance scales perfectly with
the number of concurrent function evaluations.)

We show that an implementation of the proposed algorithm, an asynchronously
parallel optimization solver for finding multiple minima (APOSMM), is able to find
high-quality minima for a large set of synthetic test problems. APOSMM is written
in Python using the NumPy and SciPy libraries; the message-passing interfaceMPI
is used to coordinate the asynchronous evaluation of f by a collection of workers. A
central manager tells the workers which points to evaluate and, as evaluated points
are returned from workers, advances local optimization runs by using a collection of
custodians. Note that the custodians do not perform any function evaluations but only
report the next point desired by some local optimization algorithm to the manager.
The custodians can find the next point requested by any local optimization method.
The implementation is detailed in Sect. 4.

The theoretical results assume nothing about the availability of ∇ f , and therefore
the algorithm and the APOSMM implementation are also applicable to problems
where derivatives are unavailable. We present extensive numerical tests in Sect. 5
for this derivative-free case and highlight the scalability of our implementation. We
find that the algorithm’s (and implementation’s) efficient use of previous function
evaluations makes it especially well suited for problems where ∇ f is unavailable.

Before reviewing the literature, we briefly establish the notation that will be used
to describe the asynchronous manager–worker algorithm. We follow the convention
that finite sets are denoted by capital Roman letters while (possibly) infinite sets are
denoted by capital calligraphic letters. Let X∗ denote the set of all local minima of f
within D , and let x∗

(i) be the minima in X∗ with the i th smallest function value (with
ties broken as needed). A local optimization run is active if it has been started but has
not yet ruled an iterate to be a local minimum. Qk will denote the queue of points from
active local optimization runs that have yet to be given to aworker at iteration k, andRS

will represent a random stream of points uniformly drawn fromD . Let Hk = Sk
⋃

Lk

be the set of all points evaluated by APOSMM from iteration 1 to k, consisting of
points Sk randomly sampled and points Lk generated by local optimization runs. Let
Ak denote the set of points that are within active local optimization runs and have
been, or are currently being, evaluated at iteration k. That is, Ak contains all points
evaluated in the course of local optimization runs that have not ruled an iterate to be
a local minimum by iteration k.

2 Background

Many methods exist for finding minima for general nonlinear optimization problems
of the form (1). In this section, we highlightmethods that utilize concurrent evaluations
of the objective function and methods that explicitly seek a global minimum of (1).
Methods of the former type can be restarted at different points in the domain D .
Convergent methods of the latter type must sufficiently explore the domain D [30].
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306 J. Larson, S. M. Wild

Several derivative-free implementations of algorithms can utilize concurrent eval-
uations of the objective function. pVTDirect [14–16] is a parallel implementation of
the “dividing rectangles” algorithmDirect [19]; pVTDirect is designed to efficiently
evaluate the same set of points independent of c, the number of possible concurrent
function evaluations. The asynchronous parallel pattern search algorithm [17] also
evaluates candidate search directions concurrently. Implementations of this algorithm
includeAPPSPACK [11] andHOPSPACK [25]. In [1], an extension ofmesh-adaptive
direct search (MADS) decomposes the problem (1) into a finite number of smaller-
dimensional subproblems, each of which is solved by a singleMADS instance. These
subproblem instances are independent, and thus there is no synchronization among
iterations of the concurrent instances of MADS. In a similar fashion, the authors
of [8,22] describe how pattern searches around several candidate solutions can be
performed concurrently.

Olsson [24] studies approaches for utilizing concurrent evaluations of the objective
formodel-based, local, derivative-freemethods. VandenBerghen [31] outlines parallel
extensions of the CONDOR algorithm for constrained, model-based optimization.

Many heuristic approaches also exist for solving (1). Two of the most popular
heuristics are the particle swarm, pattern search hybrid [32] and the covariance matrix
adaptation evolution strategy CMA-ES [13]. In Sect. 5.4 we compare our work with
a version of CMA-ES that allows for concurrent evaluations.

Methods capable of identifying multiple minima for problems such as (1) have
been studied in the literature. For example, the performance of a collection of imple-
mentations (including pVTDirect) on three relatively higher-dimensional problems
(n ∈ {56, 57}) with many minima is studied in [7], andMADS is used in [10] to iden-
tify low-melting compositions in a system containing many chemical components.
GLODS [5] is a multistart implementation that is also designed to identify many min-
ima. In Sect. 5.4 we compare an implementation of Algorithm 1 with both GLODS
and pVTDirect.

3 Algorithmic details and theory

The asynchronously parallel algorithm we present in this section is influenced by
three previous algorithms: Multi-Level Single Linkage (MLSL) [27,28], Maximum
Information from Previous Evaluations (MIPE) [33], and the batch algorithm for mul-
tiple local minima (BAMLM) [21]. Although MLSL is a multistart algorithm with
theoretical properties similar to those of our algorithm, it is lacking for a few rea-
sons. MLSL does not consider points generated during previous local optimization
runs when deciding where to start subsequent runs. Function values computed during
past runs can provide useful information, especially when the objective function is
expensive to evaluate. Also, MLSL implicitly assumes that local optimization runs
must be completed before subsequent runs are started. MIPE addresses the first lim-
itation of MLSL, but it starts runs as needed without considering whether resources
are available. The BAMLM algorithm is a direct precursor to the algorithm proposed
here, although BAMLM’s theoretical results are based on the assumption that any
local optimization run that is started will converge to a minimum in a finite number of
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function evaluations. In contrast to these algorithms,APOSMM utilizes all previously
evaluated points when deciding where to start subsequent local optimization runs,
honors limitations on the number of concurrent evaluations that can occur, and has
theoretical results based on the assumption that local optimization runs may converge
only asymptotically to a minimum.

We show that under certain assumptions on the function and the local optimization
method, APOSMM will almost surely start a finite number of local optimization runs
and every localminimumwill be identified: theminimum is either calculated explicitly
or has a single local optimization run converging to it.

An event happens almost surely if it happens with probability one. If the set of
possible events is finite, then almost surelymeans the event occurs. If the set of possible
events is infinite, then an almost sure event may not occur, but the probability of the
event not occurring is smaller than any fixed positive value [29]. Therefore, our results
will show that for any random sample streamRS of points drawn uniformly from the
domain D , APOSMM will start finitely many runs and identify every minimum with
probability one.

3.1 Algorithmic description

Our parallelmultistart algorithm is designed to findmany localminima of the nonlinear
optimization problem (1). The compact domain D is explored by evaluating points
randomly sampled from it, and then local optimization runs are started at promising
points. As function values are asynchronously returned from workers evaluating the
objective function, additional local optimization runs may be started, and active runs
may be merged. Points, either randomly sampled from D or from local optimization
runs, are then given to workers to evaluate.

The MLSL algorithm [27,28] decides where to start local optimization runs in a
similar fashion, but it considers only points it has randomly sampled by iteration k (Sk)
when deciding where to start local optimization runs on iteration k. Our algorithm uses
all previously evaluated points by considering points in Sk and all points evaluated by
past local optimization runs, Lk . Points in Lk local optimization runs that are active
(i.e., those runs that have not ruled an iterate to be a local minimum) at iteration k are
included in the set of active local optimization points Ak ⊆ Lk .

Table 1 lists the conditions that a previously evaluated point x̂ must satisfy before
it is used as a starting point for a local optimization run. In general, runs are started
from points x̂ that are not within a distance rk of points with lower function values,
have not already started a run, and are not too close to the domain boundary. We define
the threshold rk > 0 on iteration k to be

rk = 1√
π

n

√

�
(
1 + n

2

)
vol (D)

5 log |Sk |
Sk

. (2)

This is similar to the thresholds used by MLSL, MIPE, and BAMLM.
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Table 1 Logical conditions to determine when to start a local optimization run after k evaluations

(L1) x̂ ∈ Lk and �x ∈ Lk with
[∥
∥x̂ − x

∥
∥ ≤ rk and f (x) < f (x̂)

]

(S1) x̂ ∈ Sk and �x ∈ Lk with
[∥
∥x̂ − x

∥
∥ ≤ rk and f (x) < f (x̂)

]

(L2) x̂ ∈ Lk and �x ∈ Sk with
[∥
∥x̂ − x

∥
∥ ≤ rk and f (x) < f (x̂)

]

(S2) x̂ ∈ Sk and �x ∈ Sk with
[∥
∥x̂ − x

∥
∥ ≤ rk and f (x) < f (x̂)

]

(L3) x̂ ∈ Lk has not started a local optimization run

(S3) x̂ ∈ Sk has not started a local optimization run

(L4) x̂ ∈ Lk is at least a distance μ from the domain boundary

(S4) x̂ ∈ Sk is at least a distance μ from the domain boundary

(L5) x̂ ∈ Lk is at least a distance ν from any known local min

(S5) x̂ ∈ Sk is at least a distance ν from any known local min

(L6) x̂ ∈ Lk is not in Ak
(L7) x̂ ∈ Lk has not been ruled stationary

(L8) x̂ ∈ Lk is on an rk -descent path in Hk for some x ∈ Sk satisfying (S2)–(S5)

Note that Line 13 of Algorithm 1 requires knowledge of each local optimization
run’s candidateminima (i.e., the local optimizationmethod’s estimate of the local min-
imum) for each run. We consider a run’s starting point as the first candidate minimum,
even if that point came from Sk .

Algorithm 1: Asynchronously parallel algorithm for finding multiple minima.
input: c workers; a local optimization method; tolerances μ, ν > 0; a uniform random stream

RS ⊂ D .
1 Initialize Qk = X∗

0 = H0 = L0 = S0 = A0 = ∅ and k = 0.
2 for w = {1, . . . , c} do
3 Give w a point fromRS at which to evaluate f .

4 while true do
5 (Possibly wait to) Receive from worker w that has evaluated its point x̃ (taking from the

longest-waiting worker if multiple are waiting).
6 if x̃ ∈ Ak then
7 if Local optimization method reports x̃’s run is complete then
8 Add the minimizer from x̃’s run to X∗

k ; remove points from x̃’s run from Ak .
9 else

10 Query the local optimization method and add the subsequent point (if not already
in Hk ) from x̃’s run to Qk .

11 Add x̃ to Lk or Sk , update Hk = Lk
⋃

Sk , and update rk using (2).
12 Start local optimization method at all points in Hk satisfying the conditions Table 1 for μ, ν,

and rk . For each run, add the method’s subsequent point (if not already in Hk ) to Qk .
13 Kill runs (remove their points from Ak and any corresponding points from Qk ) with candidate

minima within 2ν of each other, keeping the run that was started first.
14 Give w a point x ′ at which to evaluate f , either from Qk orRS . If x

′ is from Qk , add it to Ak .
15 Set X∗

k+1 = X∗
k , Hk+1 = Hk , Lk+1 = Lk , Sk+1 = Sk , and Ak+1 = Ak . Increment k.
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3.2 Convergence result

Before proving that Algorithm 1 will almost surely identify all minima of (1), we state
several assumptions.

Assumption 1 We assume that f is twice continuously differentiable on D , that (1)
has no local minima on the boundary ofD , that there is a distance εx > 0 between all
local minima of f in D , and that the domain D is compact.

The compactness ofD and the εx separation betweenminima imply that (1) has finitely
many minima.

In addition to assumptions on (1), multistart algorithms must make assumptions
about the local optimization method. For example, the analysis of MLSL in [27,28]
assumes that if the local optimization method is started from a point within a distance
ν of a local minimizer, it will recognize (i.e., converge to) that minimizer. BAMLM’s
assumptions are more explicit about what is required of a local optimization method.
Specifically, BAMLM assumes that once the local optimization method is within a
distance ν of a local minimum x∗ (for ν sufficiently small), the local optimization
method will characterize x∗ as a minimum in a finite number of function evaluations.

The assumptions made by MLSL and BAMLM on a local optimization method’s
ability to recognize a local minimum in a finite number of evaluations are not satisfied
by many methods, for example, methods with asymptotic convergence results.MLSL
brushes away such concerns by assuming that any started local optimization run finds
a local minimum before proceeding. In other words, MLSL is implicitly assuming
that all started runs require a finite number of evaluations in order to exactly calculate
a local minimum. We make no assumption that a local optimization method will stop
after a finite number of evaluation.

For the theoretical results of Algorithm 1, we require the following assumptions on
the local optimization method.

Assumption 2 The local optimization method used in Algorithm 1 is

(A) strictly descent and converges to a local minimum and
(B) reports its candidate for the local minimum every iteration.

We make an assumption [Assumption 2(B)] that is able to be satisfied by local opti-
mization solvers and is thus more reasonable than the assumptions BAMLM and
MLSL make on the local optimization method. Assumption 2(A) is also made by
BAMLM and MLSL, though we do not expect such an assumption to be verifiable in
practice.

BAMLM and MLSL also assume the local optimization method is strictly descent
for a path contained in D . That is, starting from any point x ∈ D , the method must
generate some sequence of points xk

′
, with xk

′+1 = xk
′ + pk

′
, that converges to a

local minimum x∗ such that f (xk′ +β1 pk
′
) ≤ f (xk

′ +β2 pk
′
) for all k′ and all β1, β2

satisfying 0 ≤ β1 ≤ β2 ≤ 1. That is, of all points evaluated by the local optimization
algorithm, there must be a subsequence {k′} of iterates so that f is nonincreasing
on the line connecting xk

′
to xk

′+1. The strict descent assumption can be relaxed
[27,28]; although the methods that we employ in our numerical tests do not satisfy
this assumption, we use it to guide our development of Algorithm 1.
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We also make explicit assumptions about two algorithmic tolerances.

Assumption 3 The parameters ν and μ are sufficiently small so that

(A) for any minimizer x∗ in the set of all local minimizers X∗, a local optimization
run with a candidate minimum withinB(x∗, 3ν) will converge only to x∗, and

(B) ∂μD
⋂

B(x∗, ν) = ∅ for all x∗ ∈ X∗ (where ∂μD is the set of points within a
distance μ of the boundary of D).

WhenAssumption 1 holds, both of the conditions inAssumption 3 are easily satisfiable
by choosing ν and μ to be arbitrarily small.

We now show that Algorithm 1 starts finitely many local optimization runs.

Theorem 1 If f satisfies Assumption 1, the local optimization method satisfies
Assumption 2, and ν andμ satisfy Assumption 3, then if Algorithm 1 continues forever,
there will almost surely be a finite number of local optimization runs that have a point
evaluated (other than their starting point).

Proof Let Yν be the points in D within a distance ν of an element of X∗.
The proof follows similar logic as [21, Theorem 2]. The conditions in Table 1

for starting a run are more restrictive than the original MLSL conditions, (S2)–(S5).
Therefore, Algorithm 1 starts fewer runs from points within D\Yν than does MLSL
(when MLSL samples one random point at each iteration) and MLSL almost surely
starts finitely many runs from D\Yν [27].

Now consider runs started frompoints inYν . In theworst case, for each x∗
(i) ∈ X∗, at

least one point inB(x∗
(i), ν)will be a candidate for starting a run. For each x∗

(i) ∈ X∗, it
is not possible to have two runs with points evaluated (other than their starting points)
withinB(x∗

(i), ν) because of the killing of runs in Line 13.
Given that X∗ is finite, the total number of local optimization runs that have a point

evaluated (other than their starting point) in Algorithm 1 is therefore finite almost
surely. ��

Since our algorithm may start more local optimization runs than the number of
possible concurrent evaluations, we must ensure that no run is systematically ignored
when workers are given points in Line 14 of Algorithm 1. We therefore assume the
following in order to show that every minimum will be identified.

Assumption 4 The procedure for selecting points from Qk to evaluate satisfies the
following: There almost surely exists a natural number K0 < ∞ such that for any
K0 consecutive iterations of Algorithm 1, the probability of taking a point from the
sample stream RS and from each of the local optimization runs in Qk is bounded
away from zero.

For example, taking a point fromRS and then cycling through the runs with points
in Qk when giving points to available workers to evaluate is a process that satisfies
Assumption 4. This is becauseTheorem1 ensures that the number of local optimization
runs with a second point evaluated is almost surely finite (and when selecting points
from Qk , only these local optimization points are considered). Another approach for
giving points to idle workers is to uniformly choose a point in Qk + {xs} where xs
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is the next point in RS . Also note that Assumption 4 is easily satisfied when Qk is
empty.

The following lemma will be useful when showing every local minimum is identi-
fied.

Lemma 1 Let Assumptions 3–4 hold. Then, for every x∗
(i) ∈ X∗, Algorithm 1 will

evaluate an x(i) ∈ B(x∗
(i), ν)

⋂
RS almost surely.

Proof ByAssumption 3(B), vol
(
B(x∗

(i), ν)
)

> 0 andB(x∗
(i), ν) ⊂ D . Assumption 4

implies that infinitely many points fromRS are evaluated. The result follows because
RS is uniform over D . ��

We can now show that Algorithm 1 almost surely identifies all minima of (1).

Theorem 2 Let Assumptions 1–3 hold, and let the manner in which points are given
to workers satisfy Assumption 4. Then, if Algorithm 1 continues forever, each x∗ ∈ X∗
will almost surely be calculated in a finite number of evaluations or have a single local
optimization run that is converging asymptotically to it.

Proof For every x∗
(i) ∈ X∗ consider the first point x(i) ∈ B(x∗

(i), ν) drawn from RS .
ByLemma 1, such a point will be drawn almost surely. If x∗

(i) has not yet been classified

as a minimum, then since limk→∞ rk = 0, there is almost surely an iteration k̂ where
a run could be started from x(i); such a run will be started by the conditions in Table 1
if there does not exist another run with a candidate minimum x̃ ∈ B(x(i), 2ν). If there
were such an x̃ , it would be in B(x∗

(i), 3ν) and by Assumption 3(A) will converge to
x∗
(i). If x

∗
(i) has not been classified as a minimum and no run with such a candidate

minimum x̃ exists, then a run will start from x(i) and converge to x∗
(i).

Since there are a finite number of runs with points in Qk at Line 14 of Algorithm 1,
Assumption 4 ensures that each run will almost surely progress, and because progress
guarantees convergence to a local minimum by Assumption 2(A), the result is shown.

��
Therefore, by Theorems 1 and 2, Algorithm 1 almost surely identifies all minima

of (1) while starting only finitely many local optimization runs.

4 APOSMM implementation

We now detail APOSMM, an implementation of Algorithm 1. Theoretical results for
Algorithm 1 may not hold for this implementation because many local optimization
methods return only approximate stationary points (rather than certified minimizers).
Therefore, in contrast to Algorithm 1 which seeks high-quality minimizers, in practice
the APOSMM implementation generates a set of points with low objective values
within an allowed budget. APOSMM was developed in Python using the message-
passing interfaceMPI (accessed via the mpi4py package [6]). In this implementation,
an APOSMM component performs one of three distinct roles: worker, custodian, or
manager.
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4.1 APOSMM workers

The basic role of anAPOSMMworker is to receive a point from the manager, evaluate
the objective function at that point, and return the computed objective value (and
derivative(s), when available) to themanager.We assume that the cost of evaluating the
objective is large enough to outweigh any manager-to-worker communication costs.
AnAPOSMMworkermay consist ofmultipleMPI ranks. This commonly occurswhen
evaluating the objective involves executing a simulation that uses parallel resources.

4.2 APOSMM custodians

APOSMM custodians are the caretakers of the local optimization runs: They are
responsible for generating the next point in a given run. Upon the manager’s request,
a selected custodian produces the next point in a given local optimization run. The
manner in which such points are generated depends on the local optimization method
used by the custodian. If the method’s state can be efficiently saved and restarted,
then the manager must give this information to the custodian. The custodian can then
initialize the local optimization method to its previous state and generate the next
point in the run. Such state information may not be readily available for many local
optimization methods. A simpler, though more computationally intensive approach, is
to ensure that the manager provides the custodian with all previously evaluated points
from the run for which it must generate the next point. The custodian can then start
the method from scratch and sequentially give already-computed function values to
the method. When the list of values has been exhausted, the custodian can return the
next-requested point to the manager. Any local optimization method can be linked
with an APOSMM custodian in this fashion, provided the method generates points
deterministically. This approach is used by APOSMM to generate points for local
optimization methods in PETSc [2] and NLopt [18].

4.3 APOSMM manager

The APOSMMmanager is responsible for maintaining the history of previously eval-
uated points and a queue of points requested by the custodians. The manager also
determines which points need to be evaluated by the APOSMM workers and informs
APOSMM custodians regarding which local optimization runs need to be advanced
as function evaluations are returned from the workers. After the initialization phase,
the manager receives data from any worker or custodian that attempts to contact it.

If a custodian returns a local optimization point, the manager checks the history Hk

to determine whether that point has previously been evaluated. If it has, a custodian
is restarted with this additional information. If the point requested by the custodian
has not been evaluated, the point is added to the queue of local optimization points
Qk . A custodian can also inform the manager that a local optimization run has ruled
an iterate to be a local minimum, in which case the manager performs a clean-up
operation, marking all points from the run as inactive and adding the run’s minimum
to X∗.
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If a worker contacts themanager with an evaluated point, its function value is stored
in the history Hk . If the point is from a local optimization run, a custodian is instructed
to generate the next point on this run. When a function value is returned, the manager
determines whether a new local optimization run needs to be started (e.g., if rk is now
sufficiently small so that a previously evaluated point should start a run, or if the point
that was just evaluated has a promising function value). Idle workers are then given
points to evaluate; this action happens immediately unless synchronization is desired,
in which case all custodians and workers must be idle before workers are given points.
The pseudocode for the APOSMM manager is provided in Algorithm 2.

Algorithm 2: (A)POSMM manager logic
1 Set k = 0, async ∈ {true, false}, and fevalmax.
2 Initialize history Hk , local optimization queue Qk , active set Ak , X

∗
k , and random stream RS .

3 Give all workers points to evaluate.
4 while true do

5 MPI.recv(MPI.ANY_SOURCE)
6 if Received from custodian then
7 if The run has found a minimum then
8 Add the minimum to X∗

k
9 Remove run’s points from Ak

10 else
11 Check Hk and restart custodian if needed.
12 Add new point to Qk .

13 if Received from worker then
14 Increment k and update Hk .
15 if k ≥ fevalmax then break;
16 Possibly start a custodian working on the next point.
17 Add new points satisfying (S1)–(S5) and (L1)–(L7) from Table 1 to Qk .

18 if async=true OR all workers/custodians are idle then
19 Give point(s) from Qk orRS to available worker(s).

For edification, we diagram the movement of information within APOSMM in
Fig. 1. In this example, we start when the objective function value at x̄ (a point
previously requested by some custodian using some local optimization method A) is
received by themanager and is stored in the history. Because the evaluation was from a
local optimization run, a custodian is informed that the subsequent point from x̄’s run
is needed. The custodian produces x ′, the next point in the local optimization run as
determined by the local optimization method A. The custodian relays this information
to the manager, which checks the history to determine whether x ′ has already been
evaluated. If it has been previously evaluated, a custodian would be restarted with the
function value at x ′. In this example, x ′ has not been evaluated, and so it is added to
the queue of local optimization points Qk . When the manager decides that x ′ should
be evaluated, this point is given to a worker.

Note what does not happen within APOSMM. Workers are indistinguishable: they
are not tied to any region of the domain or particular local optimization run. There
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History

Check
history

Queue

Decide

Random
stream

MANAGER SNAIDOTSUCSREKROW

...

...

...

...

...

A

A

A

x

f (x̄)

xf (x̄)

x
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Fig. 1 Diagram of APOSMM following the function value of a local optimization point from a worker
to the manager. The manager gives this information to a custodian in order to advance the point’s local
optimization run. Once a subsequent point has been produced by the local optimization method A, it is
added to the manager’s queue (provided the new point has not been evaluated)

is no one-to-one mapping of active local optimization runs to APOSMM custodi-
ans. In fact, such a mapping would be undesirable because it would require knowing
a priori how many (active) runs the manager will start. In this scenario, initializ-
ing APOSMM with excessive custodians wastes limited resources as custodians for
all incomplete local optimization runs idly await a function evaluation from some
worker.

4.4 APOSMM versus POSMM

Two instances of APOSMM using the same random streamRS may produce different
results, for example, when custodians and workers report to the manager in a different
order. At the cost of decreased computational efficiency, we can enforce some level of
determinism by ensuring that all workers and custodians are idle (i.e., the manager has
received function values from all workers and has received points from any custodian
advancing a local optimization run) before giving points to any worker in Line 18
of Algorithm 2. We refer to this modification as POSMM in order to highlight the
lack of asynchronicity; POSMM is not necessarily deterministic since the manager
does not, for example, query all workers in order. As will be shown in Sect. 5, the
sequences of points generated by APOSMM and POSMM for a given random stream
RS are essentially the same for all problems considered. Since they are similar in
many respects, we often use (A)POSMM to represent the collective “APOSMM and
POSMM.”
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4.5 (L8) test

The majority of the work performed by the manager occurs when updating the history
after receiving a function value from aworker and when deciding whether (and where)
a local optimization run should be started. This effort can be greatly reduced if con-
dition (L8) is not included in the conditions checked by the manager when deciding
where to start a local optimization run (as is the default in (A)POSMM).

Condition (L8) is difficult to check in practice since it requires the pairwise distances
between points in Lk and all other points. Repeatedly recalculating these distances
is onerous; storing, for example, 30,000 double-precision pairwise distances requires
over 7GB of memory.

We consider condition (L8) to bemore of a theoretical convenience than a condition
that significantly affects an implementation’s performance. For nearly all problems
tested, inclusion of the test did not affect performance of the implementation in any
way: Seldom does a point x̂ ∈ Lk satisfy (S1)–(S5) and (L1)–(L7), but there is no rk
descent path from some point in Sk to x̂ .

5 Numerical results

Wenow analyze the numerical performance of various algorithmic implementations—
including (A)POSMM, our implementation of Algorithm 1—on a set of problems of
the form (1) where D is a bound-constrained domain. As noted previously, our algo-
rithm and implementation assume nothing about the availability of ∇ f . Yet, we find
that (A)POSMM’s efficient use of previous function evaluations makes it especially
well suited for problems where∇ f is unavailable. We therefore compare (A)POSMM
exclusively on problems where ∇ f is unavailable.

5.1 Synthetic test problems

Because we wish to measure the implementations’ abilities to find multiple local
minima, we use the GKLS problem generator [9] to construct the set of bench-
mark problems. These problems have known minima, thus removing ambiguity about
X∗ and allowing us to accurately measure how an implementation approximates
the local minima of each problem after each function evaluation. (Of course, none
of the implementations requires knowledge of X∗.) Each GKLS problem is con-
structed by augmenting a convexquadraticwith polynomials, thereby introducing local
minima at (known) random locations, while producing a continuously differentiable
objective.

One must slightly modify the default GKLS problem generator so that each imple-
mentation has a reasonable opportunity to find the global and nonglobal minima. The
default generator produces problems where the distance r∗ from the minimum of the
quadratic to the global minimum satisfies

0 < r∗ <
1

2
min
i

{ui − li } ,
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Fig. 2 The first ten-minima GKLS problem in R2; minima are numbered in order of their function value

where u and l are upper and lower bounds on the problem domain, respectively; it
then sets r∗

2 as an upper bound on certain level sets of the global minimum. Since
we use the unit cube for all problem domains, the volume of such a basin in R7 (for

example) is π7/2

�( n2+1)
1
4
7 ≈ 0.03% of the domain. While such a basin is a tiny portion of

the domain in R7, it is over 20% of the domain in R2 (provided the basin is contained
inD , which is not guaranteed byGKLS). We believe the differences in the percentage
of the domain that is included in the basin of attraction is too large for the dimensions

considered here. We therefore modify the upper bound on r∗ to be
√
n
2 for problems

on the n-dimensional unit cube. This increase means that we must ensure that the
global minimum is placed within the domain; this is easy to check as the problems
are generated. We generate ten such problems each with ten minima in each of the
dimensions n = {2, . . . , 7} to obtain 60 problems in total.

An example of the first ten-minima GKLS problem instance in R2 is shown in
Fig. 2. Note that there is no lower bound on the size of the basin of attraction for any
local minima. Hence, some minima may be difficult to identify, especially in higher
dimensions.

5.2 Data profiles

For a set of implementations M that are run on each problem in a set P , we measure
performance using data profiles [23]. Data profiles are an absolute metric: they do
not change depending on the implementations in M . If an implementation m ∈ M
“solves” problem p ∈ P in tp,m function evaluations, the data profile of m is

dm(α) =
∣
∣
∣
{
p ∈ P: tp,m

np+1 ≤ α
}∣
∣
∣

|P| , α ≥ 0, (3)
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where n p is the dimension of problem p. In words, dm(α) is the fraction of problems
m solves in a budget of α(n p + 1) function evaluations. Note that when P consists of
problems of varying dimensions, the metric (3) considers the difficulty of a problem
to grow linearly with the problem dimension.

5.3 Measuring performance

The essential component underlying any data profile is how the number of function
evaluations required to solve a problem, tp,m , is calculated. We propose two tests to
measure when an implementation has solved a given problem to a given level τ ≥ 0.

The first convergence test measures whether function values have been found close
to the global minimal value. We consider an implementation to find a global minimum
at a level τ ∈ (0, 1) after k evaluations if there is a point x ∈ Hk such that

f (x) − fG ≤ (1 − τ) ( f (xc) − fG) , (4)

where xc is the centroid of D and fG is the value of f at global minima. If an
implementation satisfies (4) for a problem p and a given τ , then the implementation
found a fraction (1− τ) of the best possible decrease from the centroid on problem p.

Defining a test that measures how well an implementation finds a set of j local
minima is more difficult. One cannot monitor only the function values observed by an
implementation since observations in function space do not provide enough informa-
tion about the implementation’s progress in D toward minima. We therefore measure
the minimum distance from each of the j best local minima to the points evaluated by
an implementation.

It can be deceiving to fix a tolerance τ > 0 (independent of the problem dimension)
and consider an implementation to have satisfied a convergence test when it has eval-
uated a point within a distance τ of a set of local minima. This is because it is more
difficult to find a point within a τ ball of a local minimizer in higher dimensions: a ball
in Rn with radius 0.1 around a local minimizer has a volume that is approximately 3%
of the volume of a unit cube domain when n = 2, but 0.00004% of the volume of the
unit cube when n = 7. We believe that drawing a point uniformly from the domain
should have a constant probability (independent of dimension) of satisfying a test of
being sufficiently close to a local minimizer.

The distance metric that we proposed in [21] satisfies this requirement. We set

ρn(τ ) = n

√
τ vol (D) �( n2 + 1)

πn/2 , (5)

where τ ∈ (0, 1) is some fraction of the domain. This distance ensures that points
drawn uniformly from D are as likely to be within a distance of a minimum in Rn

independent of n. Note that the definition of ρn(τ ) depends on the domain D and
therefore depends on how the domain is scaled.

Defining the j best minima is easy when the minima have distinct function values.
If duplicate function values exist, however, care must be taken to credit an implemen-
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tation for evaluating points close to any of the minima with the same function value
as one of the j best. We consider an implementation to find the j best minima after k
evaluations if

∣
∣
∣
{
x∗
(1), . . . , x

∗
( j−1)

} ⋂{
x∗
(i): ∃x ∈ Hk with

∥
∥x − x∗

(i)

∥
∥
∥ ≤ ρn(τ )

}∣
∣
∣ = j − 1

and∣
∣
∣
{
x∗
( j), . . . , x

∗
( j̄)

} ⋂ {
x∗
(i): ∃x ∈ Hk with

∥
∥x − x∗

(i)

∥
∥ ≤ ρn(τ )

}∣
∣
∣ ≥ j − j + 1. (6)

For example, if j = 2 and the problem has only three minima, each with the same
function value, an implementation is considered to solve that problem at a level τ after
evaluating points within ρn(τ ) of any two of the three minima.

We consider the two convergence criteria (4) and (6) as providing complementary
information about an implementation’s performance. Note that there is no connection
between the convergence tests (4) and (6) for a given value of τ . For example, as we
will see, the latter convergence test is much more sensitive to perturbations in τ than
is the former.

5.4 Performance of APOSMM and other implementations

We now compare the performances of (A)POSMM, CMA-ES, pVTDirect,GLODS,
and pMLSL (a parallel version of MLSL) using the convergence tests (4) and (6).
We include (serial) Direct in the set of benchmarked implementations to show the
idealized performance of its class of implementations. Random sampling, drawing
points uniformly from the domain, is also included for a baseline comparison. For con-
sistency, the results of Random sampling (and all implementations) will be presented
as if it were a serial implementation, even though its performance scales perfectly
with increased concurrency; this presentation allows us to comment on how large
the increase in concurrency would need to be before Random sampling would be
competitive with other implementations.

Conditions (S1)–(S5) and (L1)–(L7) from Table 1 are tested for determining when
a point x̂ should start a local optimization run within (A)POSMM, provided at least
10n random points have been evaluated. BOBYQA [26] is used to advance all local
optimization runs within (A)POSMM; its initial trust-region radius is set to

min
{
rk,

∥
∥
∥u − x0

∥
∥
∥∞ ,

∥
∥
∥x0 − l

∥
∥
∥∞

}
,

where [l, u] is the (unit-cube) domain D . The parameter ν is set to 0 so nothing
prevents runs from starting close to points that have already been classified as local
minima. The parameter μ is set to 10−4, in part to prevent tiny initial trust-region
radii and in part because the NLopt version of BOBYQA moves starting points that
are close to the boundary. Although we vary the number of workers, all runs are
performed with one custodian (and one manager). These are the default settings for
(A)POSMM.
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When (A)POSMM adds points to the queue of local optimization points, Qk , they
are given a random priority from [0, 1]. Idle workers are given the highest-priority
points from Qk or are given points from RS if Qk is empty.

Many of the presented data profiles do not include APOSMM because its perfor-
mance is nearly identical to that of POSMM’s when considering only the sequence of
points generated by the implementations. Naturally, the wall-clock time between the
two is considerable when there is variance in the function evaluation times, as we will
show.

Our implementation of pMLSL differs from POSMM in two ways. pMLSL cycles
through local optimization runs, evaluating one point from each active run in the
order in which they were started. Also, pMLSL considers only randomly sampled
points when deciding where to start new local optimization runs. (Runs are started at
points satisfying conditions (S2)–(S5) in Table 1 with rk defined by (2). (A)POSMM
and pMLSL use the same random stream for each problem instance and both use
BOBYQA for local optimization runs (with the same settings).

The default settings for the (serial) version of CMA-ES (Version 3.61.b, [12]) that
we considered often stops CMA-ES before its budget of evaluations is exhausted. We
therefore set the Restarts option to a large value so the budget is exhausted. One
can increase the number of function evaluations performed in each CMA-ES restart by
tightening its (many) default stopping criteria. We avoid doing so because the defaults
are appropriately tight (it converges accurately to some minima) and because tighten-
ing these tolerances only increases the effort expended in further refining approximate
local minima. CMA-ES also has a EvalParallel Boolean flag that allows the
implementation to query the objective with multiple points. This is not compatible
with our setting because the number of points requested by CMA-ES is regularly
larger (or significantly smaller) than the specified concurrency. Also, one assumes
that the serial version is not less efficient in its use of function evaluations than any
parallel implementation is, and (for example) grouping requested points in batches
with size equal to the available concurrency would only degrade its performance.

The implementation pVTDirect generates the same iterates independent of the
number of workers given. Therefore, we compare only performance (but not timing)
using the case where three MPI ranks are given to pVTDirect; rank 0 evaluates the
centroid and then coordinates the evaluations performed by the two remaining ranks.
Since pVTDirect does not return a history of points evaluated, wemonitor its progress
including print commands in the objective function that write the point being evalu-
ated, the point’s function value, theMPI rank performing the evaluation, and the start
and end times of the evaluation. pVTDirect was benchmarked by using similar steps
in [14,15].

For GLODS, we use the default parameters.
All implementations were run on each problemwith a budget of 2000(np +1) eval-

uations, where n p is the dimension of problem p. The stochastic implementations—
(A)POSMM, CMA-ES, GLODS, pMLSL, and Random—were each run with ten
different random seeds on each of the 60 GKLS problems to generate 600 runs.
(A)POSMM, pMLSL, and Random use the same random stream for each problem
instance. The performance of the deterministic Direct and pVTDirect implemen-
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Fig. 3 Data profiles using convergence test (4) on 600 GKLS problem instances

tations was replicated ten times for each problem to provide a consistent number of
problem instances.

We observe how effectively the implementations find 99% and 99.999% of the
possible decrease from the centroid to the global minimum in Fig. 3. Note that the
performances of all implementations are being presented on a serial scale; the two
concurrent points evaluated by pVTDirect and 14 concurrent points evaluated by
POSMM and pMLSL are serialized in the order inwhich theywere evaluated. (Because
of this serialization of parallel algorithms, it is expected thatDirect should outperform
pVTDirect in Fig. 3.)

The abilities of POSMM and pMLSL to approximate the global minimum are
nearly identical, though perhaps not using local optimization points delays pMLSL
finding of the minimum on a handful of problems.

For many of the higher-dimensional problems in the benchmark set, CMA-ES
has difficulty finding the global minimum. For example, for 100 runs on the seven-
dimensional problems, all CMA-ES restarts converge to the minimum of the convex
quadratic underlying each GKLS problem but never the problem’s global minimum.
This behavior is possibly due to CMA-ES falsely believing the polynomial augmen-
tations to be noise and instead repeatedly refining the accuracy of a global quadratic
model. Nevertheless, CMA-ES does find the global minima for all two-dimensional
problems. GLODS and Direct both find points with function values that are close
to the global minimum, as is shown in Fig. 3b. Finding points close to the global
minimum with uniform random sampling (unsurprisingly) performs poorly, as can be
seen by Random’s data profile. Note that POSMM with two workers would be better
than the 14-worker implementation, because the sequence of points produced by 14
workers frequently includes more sample points in the initial iterations than does the
2-worker sequence.

In Fig. 4, we compare the implementations’ abilities to find multiple local minima
for the benchmark problems. We observe that an implementation’s performance as
measured by using the convergence criterion (6) is sensitive to the level τ . For example,
Random’s relative ability to find the three best minima goes from first at a level
τ = 10−2 in Fig. 4c to near-last when τ = 10−4 in Fig. 4d. We note that POSMM is
consistently effective at finding the j best minima at a level τ for many ( j, τ ) pairs.We
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Fig. 4 Data profiles using convergence test (6) on 600 GKLS problem instances

later show that POSMM with 2 workers generates a sequence of points that performs
nearly identically toPOSMMwith 14workers in terms of the convergence criterion (6).

The most notable difference between POSMM and pMLSL is seen in Fig. 4b.
The success of POSMM suggests that using points from local optimization runs is
most beneficial when attempting to find more minima to a higher degree of accuracy.
GLODS is more successful than the Direct implementations, but it is also surpassed
by Random.

We have observed that the performance of Random sampling with respect to the
convergence criterion (4) degrades quickly as the problem dimension increases, sug-
gesting that POSMM will greatly outperform Random sampling in this metric for
larger problem dimensions. Random’s poor performance remains largely unchanged
across problem dimensions with respect to the convergence criterion (6), but this is
due to the definition of ρn in (5).

5.5 POSMM and RANDOM

The performance of POSMM and Random, especially in Fig. 4b, c may suggest that
the success of POSMM is being driven exclusively by its random sampling. We can
see from the poor performance of Random in Fig. 4a, d that this is not exclusively
the case.
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Fig. 5 Contour plots for the areas under the data profile for POSMM and Random for a range of τ and
j values. Integral values less than 100 (5% of the maximum possible area) are shaded. Also shown is the
percentage difference between the integral of the data profile for Random and the data profile for POSMM,
with solid lines at multiples of 10% and dashed lines at−5 and 5%. The approximate line where the percent
difference is zero is plotted on all three figures

Nevertheless, we are interested in determining values for j and τ when Random
sampling is competitive with POSMM’s ability to identify the best minima at a level τ .
To this end, we compute the data profiles (3) for POSMM and Random for a range of
τ values and for j ∈ {1, . . . , 10} (because all the problems have ten minima). We then
compute the area under each data profile, allowing us to plot contour plots for each
( j, τ ) pair in Fig. 5a, b. We also plot the difference between Random and POSMM’s
percentages of the maximum possible area under the data profile (for each j and τ ) in
Fig. 5c.

Note that the maximum percentage difference in the areas under each data profile is
less than 4%, which occurs when j = 10 and τ = 10−2 and the area under Random’s
data profile is 1872 and POSMM’s is 1799. (The largest possible value is 2000.) In
general, we see that POSMM is significantly better than Random sampling for most
values of j and τ tested. The best-case scenario for Random is greatly outweighed
by the large range of ( j, τ ) pairs where Random has a data profile with less than 5%
of the possible area.
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Fig. 6 Data profiles forAPOSMM and POSMMwith different levels of concurrency on 600GKLS problem
instances

5.6 Scalability of APOSMM and POSMM

We now study the scalability (with respect to the number of workers) of the number
of function evaluations needed for APOSMM to find (at a level τ ) a global min-
imum or the j best minima. We compare APOSMM and POSMM with different
levels of concurrency on the 60 GKLS problems, with each method run on each
problem with one of ten random streams. In order to test the possible effects of asyn-
chronous function evaluations, a significant pause (of length drawn uniformly from
[0, 0.2] s) is included in each function evaluation. Random sampling is included as a
baseline.

In Fig. 6, we measure how effectively (in terms of the number of function evalua-
tions) (A)POSMM approximatesminima as the available concurrency changes. Again,
there is no scaling by the number of workers on the horizontal axis; only the sequence
of points evaluated by each implementation is considered. Figure 6a shows that Ran-
dom sampling is effective at finding 90% of the possible decrease from the domain
centroid to the global minimum on 50% of the problems in 1460(np + 1) function
evaluations. Because Random scales perfectly with increased concurrency, the con-
currency would have to be over 140 before Random sampling would be competitive
with the 20(n p + 1) function evaluations required for (A)POSMM to solve 50% of
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Fig. 7 Data profiles for APOSMM and POSMM with different levels of concurrency using convergence
test (6) with j = 2 minima at a level τ = 10−5 for 600 GKLS problem instances (Fig. 6c with log scaling)

the problems at this accuracy. That Random sampling solves only one problem to a
level τ = 10−5 within 2000(n p + 1) evaluations does not bode well for its ability to
accurately approximate a global minimum with reasonable levels of concurrency.

Note that the number of evaluations required to achieve a certain performance level
is nearly identical for APOSMM and POSMM instances with the same number of
workers. That is, not forcing synchronization on Line 18 of Algorithm 2 does not
greatly affect—at the studied levels of concurrency—the order of points generated by
our implementation. Increasing the number of workers, and therefore the number of
concurrent evaluations, does increase the number of evaluations required to reach a
certain performance level, especially in Fig. 6b. Dividing the number of function valu-
ations by the concurrency shows that increasing resources does improve (A)POSMM’s
ability to approximate a global minimum, but this improvement does not scale per-
fectly with the additional resources given.

This is not the case with APOSMM’s ability to find many minima, as is shown in
Fig. 6c, d. Barely any difference exists between the progress toward the j best minima
for the sequence of points evaluated by the implementation as the number of workers
increases. Such results would be expected if the progress of APOSMM were driven
by random sampling alone (since the performance of Random scales perfectly). But
Random’s poor performance in these figures shows that this is not the case. The results
show that APOSMM’s ability to find the j best minima scales well with additional
resources, at least when the number of minima is relatively similar to the level of
concurrency, and that this ability is not due to random sampling alone.

It may seem surprising that increasing the number of workers has relatively little
effect on performance of the implementation toward the j best minima, as suggested
by Fig. 6c. By plotting the same data on a log scale in Fig. 7, we see that this is largely
true, except during the initial iterations.

In Fig. 8, we also plot a histogram of the fraction of local optimization points from
each of the 600 POSMM runs on GKLS problems (while accounting for the problem
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Fig. 8 Histograms of the fraction of local optimization points from each POSMM run on the 600 GKLS
problems with 2 workers (left) and 14 workers (right)

dimension). We see that increasing the number of workers increases the fraction of
points that are from local optimization runs for only the small-dimension problems.

5.7 Timing scalability

We have shown that APOSMM performs similarly to POSMM in terms of the number
of function evaluations required to approximate the j best minima (including j = 1);
see Fig. 6. This holds even if the cost of evaluating the objective function has high
variance. But, of course, the cost of synchronization in Line 18 of Algorithm 2 may
incur significant costs in terms of wall-clock time; we now analyze this effect.

Care was taken to ensure that all runs were as equivalent as possible with respect
to their timing. Each run occurred on a dedicated 16-CPU node running a minimal
operating system, and all function evaluations occurredwithinRAM thatwas unique to
each node. In order to remove concern about node-to-node communication, the number
of concurrent evaluations was limited to 14 (allowing one CPU each for (A)POSMM’s
manager and custodian). Evaluations were performed in the same manner by each
implementation: points of interest were written to RAM, the GKLS executable was
called, and function values were read by the implementation. pVTDirect’s Fortran
or (A)POSMM’sPythonmay bemore or less efficient at such tasks, sowe do not draw
conclusions between pVTDirect and (A)POSMM for a given number of workers.
We are more concerned with the implementations’ performances as the concurrency
changes.

In Fig. 9 we show the wall-clock time required for APOSMM, POSMM, and
pVTDirect to exhaust their budget of 2000(n p + 1) evaluations on the 600 GKLS
instances. Since the function evaluation time is highly variable, POSMM’s synchro-
nization before sending points toworkers results in poor run-time scaling as the number
of workers increases. APOSMM and pVTDirect do not incur such synchronization
costs, and their median run times scale well with increased workers (for the concur-
rency levels considered).APOSMM’s worst-case wall-clock run time does not appear
to scale as well as pVTDirect’s run time does, although its best-case run time appears
to scale slightly better than ideal scaling.
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Fig. 9 Time to exhaust 2000(n p + 1) evaluations (log–log scale) for APOSMM versus POSMM (left)
and APOSMM versus pVTDirect (right) on 600 GKLS problem instances when each function evaluation
includes a pause drawn uniformly from [0, 0.2] s. The top whisker is an implementation’s worst run time;
the bottom whisker is its best run time

Monitoring an implementation’s ability to exhaust a budget of function evaluations
(as we do in Fig. 9) does not characterize its performance in terms of wall-clock time.
We present results combining an implementation’s run time with its performance
in different data profiles. Define Cp,m(k) to be the cumulative run time from the
beginning of the first function evaluation to the end of the kth evaluation. Then the
average cumulative run time for a set of problems P is

Bm(k) = 1

|P|
∑

p∈P

Cp,m(k). (7)

We use this quantity to analyze how an implementation’s ability (in terms of wall-
clock time) to find a global minimum (or the j best minima) to some level τ changes
as the concurrency increases.

We remove problem-dimension effects by fixing the problem dimension in a given
figure. We plot data profiles for a given ( j, τ ) combination in convergence test (6).
For each implementation m, we define φm to be the smallest α satisfying dm(α) ≥ κ .
Then we plot Bm(φm(n p + 1)) for a range of workers and κ next to the corresponding
data profile. Thus, such plots show the average cumulative run time required for each
implementation to have a data profile value larger than κ . Results for n = 2 and
n = 7 are shown in Fig. 10. Note that the relatively conservative values for κ and τ are
required since pVTDirect does not even find the three bestminima at a level τ = 10−2

for more than 80% of the seven-dimensional problems. Of course, pVTDirect is not
designed to identify multiple minima. The effect of pVTDirect generating nearly the
same sequence of points independent of the available concurrency can be seen in the
nearly identical data profiles for differing numbers of workers in Fig. 10a, c.

We see in Fig. 10b that increasing the concurrency available does not proportionally
decrease the amount of wall-clock time required by pVTDirect to solve 50% of the
n = 2 problems. For larger dimensions (Fig. 10d) pVTDirect is able to utilize the
increased concurrencymore efficiently. As the dimension increases from two to seven,
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Fig. 10 Data profiles for APOSMM and pVTDirect using convergence test (6) and scaling plots for 100
n = 2 and 100 n = 7 GKLS problem instances

pVTDirect requires relatively more wall-clock time to achieve the same level of
performance than does APOSMM.

In Fig. 11 we compare time-scaling results for only APOSMM and POSMM for
more difficult levels of τ . APOSMM’s near-perfect performance scaling is a natural
combination of its near-perfect scaling (with respect to time) shown in Fig. 9 and its
near-perfect scaling (with respect to finding the three best minima at a level τ = 10−4)
shown in Fig. 5d. We consider the scalability of (A)POSMM in terms of run time and
performance for relatively tight levels of τ , as is shown in Fig. 11b, d, in order to
highlight (A)POSMM’s ability to accurately find many minima.

5.8 Forcing runs

We present preliminary data showing the effects of forcing a different number of runs
within POSMM. We require the number of active runs always to be at least 1, 2, 4, or 8
and compare that with the default behavior that places no requirement on the number
of active runs. If a lower bound of s runs is desired in the queue Qk in POSMM but
there are not s points that have not started runs or are not in active local optimization
runs, all possible starting points will be used to start runs, and any idle workers will

123



328 J. Larson, S. M. Wild

200 400 600 800 1000 1200 1400 1600
0

0.1

0.2

0.3

0.4

0.5

0.6

0.7

0.8

0.9

1

α

d(
α
)

APOSMM(2)
APOSMM(8)
APOSMM(14)
POSMM(2)
POSMM(8)
POSMM(14)

(a)

2 8 14

10
0

10
1

10
2

Workers

R
un

ti
m
e

APOSMM
POSMM
κ = 90%
κ = 70%
κ = 50%
Ideal

(b)

200 400 600 800 10001200140016001800
0

0.1

0.2

0.3

0.4

0.5

0.6

0.7

0.8

0.9

1

α

d(
α
)

APOSMM(2)
APOSMM(8)
APOSMM(14)
POSMM(2)
POSMM(8)
POSMM(14)

(c)

2 8 14

10
2

10
3

Workers

R
un

ti
m
e

APOSMM
POSMM
κ = 90%
κ = 70%
κ = 50%
Ideal

(d)

Fig. 11 Data profiles for APOSMM and POSMM using convergence test (6) and scaling plots for 100
n = 2 and 100 n = 7 GKLS problem instances

be given points to sample. These points will start runs on the next iteration, provided
some existing runwas not terminated in the interim (we note that we have not observed
this in practice).

We observe negligible benefits in the ability to approximate the global minimum
[convergence test (4)], but we do observe slight improvements in finding moderate
numbers of minima to tighter τ levels, as is shown in Fig. 12. Naturally, this can be
overdone if too many runs are forced; forcing eight runs appears to be too many runs
for the benchmark problems considered if we are trying to find the six best minima to
a level τ = 10−5; see Fig. 12b. (Random does not appear in Fig. 12 or Fig. 13 as it
does not satisfy the convergence tests for any of the benchmark problems.)

The fact that the relative improvement is low suggests that the rate at which we
are decreasing rk is not limiting POSMM’s ability to find minima. Rather, it appears
that POSMM has not sampled a point within some of the tiny basins of some minima
defined by the GKLS problem generator (see Fig. 2).

Forcing runs does not have a large effect on POSMM’s performance with respect
to convergence test (4), as is shown in Fig. 12a (and this performance is similar across
the problem dimensions considered). With respect to (6), forcing runs appears to help
more in smaller dimensions, as is shown in Fig. 13.
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Fig. 12 Data profiles for 600GKLS problem instances when forcing a certain number of active runs within
POSMM with 8 workers
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Fig. 13 Data profiles for 100 n = 2 and 100 n = 7 GKLS problem instances when forcing a certain
number of active runs within POSMM with 8 workers

Overall, these results strongly suggests that the rate at which rk is decreasing is
not excessively slow and therefore should not prevent minima from being identified
in higher dimensions.

6 Discussion

We have presented an algorithm for identifying multiple high-quality minima of
nonlinear optimization problems. Our multistart algorithm considers all previously
evaluated points when deciding where to start or continue local optimization runs.
Runs are started from points that do not have a better point within a distance rk .

As more randomly drawn points are evaluated, rk is decreased. The rate at which rk
is decreased is essential to the algorithm’s theoretical properties and practical perfor-
mance. If rk decreases too quickly, many redundant runs will be started; if it decreases
too slowly, runs that would identify undiscovered minima will not be started. If rk is
decreased at the rate prescribed by (2), we show that under certain assumptions the
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algorithm will start only a finite number of local optimization runs but still identify
all minima.

Moreover, decreasing rk by the rate prescribed by (2), the implementation of
(A)POSMM performs well in practice for the benchmark problems considered. It
is able to find many minima (including a global minimum) quickly, and forcing runs
provides only marginal improvement. This result suggests that rk is decreasing neither
too quickly nor too slowly.

We observe thatAPOSMM’s ability to findmanyminima scales well as the number
of concurrent evaluations increases. The asynchronous nature of APOSMM ensures
that its performance is not degraded when the function evaluation time has high
variance. The libEnsemble library [20] contains an open-source implementation of
APOSMM; libEnsemble is summarized in Appendix A.

We are especially interested in finding or developing the best local optimization
method for a multistart algorithm such asAPOSMM. In practice, it would be useful to
have a local optimization method that returns multiple points of interest that help the
method converge more quickly to a minimum.We also desire a method that provides a
relative value for requested points, thereby helping theAPOSMMmanager determine
the priority in which these points should be allocated to workers. A method that can
deterministically be restarted quickly and utilize information from other runs’ function
evaluations is also a desired property.
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A The APOSMM implementation in libEnsemble

The libEnsemble library [20] is designed to manage collections of computations such
as those related to concurrent objective function evaluations; libEnsemble includes
an implementation of APOSMM. The libEnsemble library coordinates the custodian,
manager, and worker functions presented in Fig. 1. By letting libEnsemble handle the
coordination of (asynchronous or batch) function evaluations and other calculations,
APOSMM can focus on efficiently requesting particular points to be evaluated. This
allows flexibility for users wish to customize APOSMM or write their own point-
generating and/or point-prioritizing routines.

The sequence of points generated by APOSMMwithin libEnsemble correspond to
the sequence generated by Algorithm 1. When APOSMM is queried by libEnsemble
(after prior/initial evaluations have been performed), APOSMM generates points in
existing local optimization runs or starts new runs as necessary. If no local optimization
runs exist or if insufficient sampling has occurred, then APOSMM produces points
drawn uniformly from the specified domain.

The libEnsemble library contains a growing set of example scripts to call APOSMM
(and other generating functions) to optimize specified objective functions under differ-
ent settings. Provided objective examples include simple Python functions as well as
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functions based on output from a simulation involving an external MPI-based parallel
evaluation. The libEnsemble library also includes example scripts capable of termi-
nating unresponsive simulation-based objectives or observing intermediate simulation
output and preempting evaluations. Algorithmic parameters for APOSMM are readily
available as part of the examples provided in libEnsemble.
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